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Abstract—The vision of PolicyForge.org is that it becomes
an open repository for privacy policies at local, state and
national level; provides collaboration services for discussing,
interpreting, and tracking policies; and by embedding formal
policy models with relevant ontologies, it provides a wide range
of services for authoring, composing, analyzing policy models,
and for exporting executable version of the models for Health
Information Exchange platforms.

Index Terms—Formal Specification, Privacy, Collaborative
tools, Metamodeling, Health information systems.

I. INTRODUCTION AND BACKGROUND

As with all aspects of modern digital life more and more
data is stored, transferred and shared about individuals by
large computer systems with or without adequate the pro-
tection of the privacy of the individual. Electronic Medical
Record (EMR) and Health Information Systems (HIS) have
particularly sensitive privacy concerns that are governed by
policies from several different entities. In the United States
EMR and HIS are governed by a confusing number of laws,
regulations and policies from the federal, state and local
governments as well as institutional policies and business
agreements. The federal statutes include the Health Insurance
Portability and Accountability Act (HIPAA) [1] and the Health
Information Technology for Economic and Clinical Health
(HITECH) Act [2]. Many states have issued different and
sometimes contradicting regulations governing the use and
disclosures of sensitive Patient Health Information (PHI) [3].
Ensuring consistent harmonization of policies across federal,
state, and institutional levels remains a major challenge [4]. To
further complicate the issue, the policies and regulations are
changed and revised from time to time. Ever more stringent
enforcement requirements with increasing penalties for non-
compliance add to the considerable challenge for the develop-
ment of health information systems.

To conquer these problems researchers have been focusing
on formalization of the policies that regulate health informa-
tion systems. All of these formalization strategies can be traced
back to the philosophical framework of Contextual Integrity
[5], that provides a clear definition of what privacy is and
enables the description of it using context dependent transmis-
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sion channels and dissemination rules. Based on Contextual
Integrity researchers developed many formalisms that cover
different slices and aspects of the policy formalization problem
[6]-[12]. While all these researchers were successful and made
meaningful contributions, they did not achieve wide adoption
outside the research community. One reason for this is the
lack of a platform where researchers and others can share
their models, results and thoughts while making it available
for others. Another reason for the lack of adoption is that
researchers usually focus on narrow subsets of large problems
and the result of this is the lack of sufficient coverage of
the problem domain to be usable for outside entities. The
particular reason for focusing on a narrow subset in the case
of policies is the problem of translation and formalization of
the natural language policies. One thing the researchers agree
on is that this formalization is a slow and difficult process
[13].

The PolicyForge framework we present can help to scale
these efforts by the introduction of crowdsourcing. Crowd-
sourcing can extend the user base from just computer science
researchers to a broad range of health care professionals, as
well as, Institutional Privacy Officers and their internal policy
development teams, inter-organizational policy development
teams (e.g., for Health Information Exchanges (HIE), clin-
ically integrated networks, Accountable Care Organizations
(ACO), etc.) and legislative and regulatory agency staff at
state, federal and regional levels.

II. DESIGN OF POLICYFORGE

The architecture of PolicyForge, as shown on Figure 1,
will offer an authoritative reference source for policy makers
and users. Its policy repository, the Policy Exchange, captures
standard format policies, policy templates, and ontologies,
includes both the textual and formal representations, their
version history, the various interpretations and open issues and
the provenance information. The Policy Exchange includes a
taxonomy-driven search engine for all artifacts. Policy model-
ing, analysis and export is supported by a wide range of au-
thoring, collaboration, and analysis tools. An essential feature
of PolicyForge.org will be the requirement for the existence
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Fig. 1. The architecture of PolicyForge.org.

of formal policy models. While the formalism is not expected
to be standardized, the formal specification of semantics and
methods for translating formal policy models into a common
semantic domain will be required. PolicyForge.org includes
extensive support for security and user management. While
artifacts in the Policy Exchange are public, users and user
groups are able to create projects with restricted visibility and
access control.

A. The Framework

PolicyForge is being developed on the novel cloud based
collaboration framework of VehicleFORGE [14]. The Vehi-
cleFORGE platform is designed to step beyond the software-
only forges. It is designed and maintained to host the Defense
Advanced Research Project Agency (DARPA) Fast, Adaptable,
Next-Generation Ground Vehicle (FANG) series of prize-based
design competitions as part of the Adaptive Vehicle Make
(AVM) portfolio. VehicleFORGE provides the virtual envi-
ronment which enables the management of the competitions,
competitors and the collaboration of geographically distributed
design teams, as well as various cloud-based analysis services
and tools for the design work.

The success of crowdscourcing and the model of distributed
problem-solving and software production was essentially en-
abled by widely popular open-source software forges such
as SourceForge.net in the past decade. Based on the success
of SourceForge.net, their Allura framework was an obvious
choice after investigating the open technologies for the devel-
opment of VehicleFORGE.

B. Policy Modeling Tools

PolicyForge will come with a set of tools that enables the
organization and formalization of health care privacy policies.
There are tools to focus on organization, creation and sharing
of all artifacts related or constructed during the formalization
of privacy policies including policy texts, ontology models,
policy models and scenarios.

1) Artifact Taxonomy: PolicyForge is designed to enable
the sharing and editing of the artifacts connected to a policy
formalization problem. These artifacts are specified and orga-
nized using an Artifact Taxonomy. This taxonomy is extensible
with new artifact types to enable scaling and adaptability to
new formalisms and problem areas. The artifacts are grouped
into three main categories file, document and model as shown
on Figure 2. The file artifacts are stored in PolicyForge but
are not processed or used by any of the tools directly. The
files are stored for reference only to help the users. The
documents are the processable and usable abstractions of the
files. The content of the documents is plain text with mark-ups
to enable simple but universal processing by tools. The most
extensive category of artifacts is the models, which contain
the formal descriptions of the policies, scenarios and concept
ontologies. Policy template models are special artifacts. These
templates are used to define the formal language for the policy
formalisms together with the formal semantics of the language
anchored for different purposes, such as execution, analysis or
verification using scenarios.
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Fig. 2. The Artifact Taxonomy of PolicyForge.org.

2) Policy Text and Ontology Model Authoring: The Policy
Text and Ontology Model Authoring tool enables users to
add or edit the text of the rules and regulations from their
organization(s) to their project in the PolicyForge. The addition
of the policy texts to the PolicyForge is the first step in
the process of formalization. Users can store and arrange
an arbitrary number of policy texts in each project. The
policy texts that are already available in the project can be
browsed and reviewed anytime. The policy texts are copied
from documents already existing outside PolicyForge or users
can opt to upload these documents as references into the cloud
storage of PolicyForge.

Parts of the texts can be marked as members of an ontology
and be highlighted in the text. The marked up text is linked to
the ontology model that is stored in the background together
with the other models. The ontology association can later be
reused during the formalization of the policy. The ontologies
that the user can use to markup the text can also be visualized
as a reference, as well as edited and extended. Beyond editing



the ontology models inside PolicyForge, users can opt to
include ontology models in a standard RDF-OWL format [15].
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Fig. 3. The Models and their relation in PolicyForge.

3) Policy Model Construction: The Policy Models are
constructed using Ontology Models and Policy Model Tem-
plates as shown in Figure 3. The Policy Model Templates
are predefined templates or forms that provide a generalized
structure for policy model development. The templates provide
a form-like structure where instantiated ontology terms can be
filled in into each field. The templates provide the structure
and glue to go from Ontology Models to Policy Models.

More formally speaking, the Policy Model Templates pro-
vide a reusable structure with structural semantics enforced
upon specialization of the template into Policy Models. The
operational or denominational semantics are given to the tem-
plates by anchoring their semantics with a formal specification.
This separation of the structural and behavioral semantics
enables use of the same patterns and their instantiated models
in different target domains such us analysis, verification and/or
execution [16].

Policy Models are instantiations of Policy Templates with
entities (actors, classes etc.) derived from Ontology Models
and filled in each field of the template. Each Policy Model
can contain a hierarchy of instantiated templates to describe
details, relations and constraints found inside the policies.
A simple Policy Model example is shown in Figure 4. It
shows a simplified state policy template that is instantiated
to describe a policy saying: “Mental Health Record of a
Mental Health Patient (who 1is classified as a patient from
an Ontology Model) can only be disclosed to a Psychiatrist
(who is classified as a doctor from an Ontology Model) if
there is an established Treatment Relation between the Mental
Health Patient and the Psychiatrist.”

4) Policy Verification and Analysis: The Policy Verification
and Analysis tool enables users to check the consistency of
designated policy sets and analyze the impact of policies on
established scenarios.

Policy Analysis enables users to test a composition of
policies for contradictions and entailment that could cause
problems if the policies are be put into effect. The analysis can
be run on policy model sets. These model sets are artifacts built
hierarchically from policy models and policy model sets. This
hierarchical organization enables the simple extension and
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Fig. 4. A simple example of a Policy Model in PolicyForge.

specialization of policy sets in different projects using shared
artifacts. The analysis is done by instantiating the analysis
semantics of all the policy models in the policy model set using
their policy templates. The instantiation process generates an
executable verification code that can be run on a compatible
execution environment, such as the widely adopted Prolog or
the novel Formula [17], residing in the PolicyForge cloud.

Policy Verification makes it possible to verify consistent pol-
icy sets against established scenarios of health care activities
such as disclosures, information exchanges or data access. The
scenarios are relatively simple data flow models specialized to
the domain. The data in this model is the health information of
the patient as well as other administrative data elements such
as visit history, appointment schedules and consent documents.
The actors in the data flow model are the patient, the care
provider and other entities that are involved in the communica-
tion or want to have access to the patients data. The actors and
the data are derived from the ontology models similarly to the
policy models. The verification engine first matches the actors
and documents to the similar parts of the policies in the policy
set using the shared ontologies. After the scenario and policies
are composed using the ontologies, the logic expressions from
the semantic anchors of the policy templates are instantiated.
The instantiated logic expressions are then executed and solved
by constraint satisfaction algorithms in the same execution
environments as used for the policy analysis. The result of
the verification can be twofold. First, it can tell whether the
scenario is valid or not in view of the policy set. Second, if
the execution environment has the capability it is also possible
to infer where the contradiction between the policies and the
scenario lies and possibly offer a solution to incorporate into
the scenario to mend the contradiction.

5) Policy Export and Integration: After the Policy Models
are analyzed, verified and tested, they can be exported from
PolicyForge into an HIS to regulate or audit the workflow
and the execution. Similarly to analysis and verification the
semantics of the execution has to be anchored to the Policy
Model Templates from which Policy Models are composed.
Together with the Policy Models the Ontology Models can
also be exported and used as configuration parameters to an
HIE or HIS.

C. Collaboration Tools

1) Projects and Neighborhoods: The organization of the
fundamental forge concepts in PolicyForge is derived from the

22



Allura core. Projects embody the collaboration spaces where
members of a team of users can collaborate. There are tools
available in the Project space for the collaborative design
work. Registered users can create new Projects or acquire
membership in an existing one. Projects are created based on
pre-configured templates but in general, each team controls
how it utilizes the Project for its work. PolicyForge implements
role-based access control. Privileged administrator users of
each project can freely provision new tools and administer
the tools and members of the Project.

PolicyForge supports the concept of Neighborhoods. Neigh-
borhoods are collections of projects, usually representing
institutions or domains with which the teams of the member
Projects are affiliated in the physical world. Neighborhoods
also offer similar collaboration functionalities to the Project
spaces: they can have members, customized roles and selected
tools installed for Neighborhood-level collaborative work.

2) User Management: The framework that the PolicyForge
is being built upon enables very flexible user management.
Each project in the PolicyForge can create Permissions and
User Groups to match its requirements. The tools enabled in
the project can use these groups to determine the permissions
of each user in the project.

3) Message Boards and Ticketing: PolicyForge also comes
with standard forums and message boards as well as an
issue and ticket tracking service. These collaboration tools are
associated to projects and can be read and written by members
of the project, unless the projects administrators open these up
to other projects and members.

D. Policy Exchange

The artifacts in the Policy Forge are only accessible to the
users associated with the project where the artifact was created
unless the artifact is explicitly shared. This feature enables
very flexible control over the access of the artifact by users
outside the working group that created the artifact. The Policy
Exchange tool enables browsing and discovery of the artifacts
that were made available by the projects in the PolicyForge.

All the artifacts in the PolicyForge are organized into a
taxonomy (Figure 2) to enable efficient but flexible discovery
of the artifacts. Each type artifact in the taxonomy may have
unique properties over the general properties it inherits from
their parent type. The properties can also be used to filter the
search results using intelligent filters.

III. CONCLUSION

PolicyForge.org is envisioned to be an open, community-
driven platform, offering an authoritative reference source for
policy makers and users in an online space. It enables both
private and open collaboration among teams and individual
users at many levels (institutional, network, state, federal)
for viewing, reviewing, discussing, developing, interpreting,
comparing, and tracking privacy policies. It integrates policy
tools developed by different communities in a consistent,
widely accessible framework, and brings crowdsourcing ca-
pabilities to the process of authoring, interpreting, analyzing
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and implementing privacy policies in health care. This com-
plex process require participation from groups of individuals
offering heterogeneous knowledge, input from multiple stake-
holder institutions, and extensive collaboration and consensus
building at local, state and national scales.
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